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CHAPTER 1

Introduction

Simulation of circuits is an essential procedure in the design of integrated cir-
cuits (IC), those essential elements of any electronic equipment, ranging from
mobiles to computers. Nowadays, ICs can be composed of hundreds of thou-
sands of transistors, each one of them following a very complex behavior de-
scribed by the solution of large systems of differential-algebraic equations.

If the simulation of an IC introduces a lot of details of the different interac-
tions between components - as is usually desired - it is necessary to solve huge
systems of equations which could be computationally expensive if the numeri-
cal methods employed for this task are not carefully chosen. Long simulation
times become a bottleneck in the designing process, so the developers of circuit
simulation software are always looking for efficient methods that can help to
speed up the heavy computations.

In this project we study a methodology that seeks to extract, store and
manipulate data which is often and repetitively used through the simulation of
circuits. Our intention is to use this methodology to speed up the transient si-
mulation of circuits having thousands of nonlinear devices. Our aim is to reduce
simulation times by exchanging exact evaluations of computationally expensive
functions by cheap inferring procedures applied to the recorded information.
We will refer to the set of recorded data as a table and the strategy that uses
this information as table models.

1.1 Motivations for the use of tables

One of the oldest and most intuitive ideas to help doing all kind of mathematical
computations is to record information in the form of tables. For example, tables
have been found in the Sumerian city of Shuruppag, that were used more than
4600 years ago to record the area of square fields associated to lengths varying
from 60 to 300 meters in 60 meter steps and from 360 meters to 3.6 kilometers
in 360 meter steps.
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There are abundant examples of important tables whose only purpose was to
store the values of specific functions. The logarithm tables introduced by John
Napier in his Mirifici logarithmorum canonis descriptio of 1614 were imme-
diately used to speed up navigational calculations and in short time, not only
English translations were prepared to the benefit of the East India Company,
but also renowned mathematicians as Henry Briggs and Edmund Gunter were
involved in the construction of more accurate tables.

During the eighteenth century, Gaspard Riche de Prony undertook the am-
bitious task of preparing the largest and most accurate set of logarithmic and
trigonometric tables ever made, as part of the more general plan of preparing
a detailed map of France to facilitate the tax measurement of property. de
Prony devised basic formulas that only used adds and subtractions, avoiding
multiplication and divisions, and that were easily computed by large teams of
elementary arithmeticians.

During the last century after the Great Depression, the Work Projects Ad-
ministration, an agency of the government of the United States that attemp-
ted to create jobs for employable workers, proposed the Mathematical Tables
Project, a gigantic effort to build tables of hundreds of different functions to be
used for scientific, industrial and military purposes. The project was directed
by the prominent and unemployed mathematician Arnold Lowan and the ma-
thematician Gertrude Blanch, an office manager for a photographical company.
Hundreds of people were hired to do the computations and the project ran for
several years. The most visible result of the Mathematical Tables Project is
The handbook of mathematical functions, a compendium of formulas edited by
Milton Abramowitz, still popular nowadays. For a careful study of these and
other examples of tables in mathematical computation, the reader is referred
to the wonderful books The history of mathematical tables (see [4]) and When
computers were human (see [18]).

The application of tables for the simulation of circuits has been studied
since the 1970s, when the simulator MOTIS, developed at Bell Laboratories
used them to speed up the computations (see [5]). Here, the strategy consists
of generating tables with the nonlinear devices’s input-output characteristic and
then using some interpolation technique to obtain the operating point values
that are required during the simulation process. The tables are usually built for
a specific device (i.e., MOSFET, GaAs FET, etc) or for a particular simulation
(DC, transient, RF), however there have been some attempts to develop general
strategies (see for example [23, 27]). For a complete survey of the use of tables
in circuit simulation, see [3].

1.2 Aim of the project and structure of the report

In this project we are assuming a more general problem than the one that is
assumed in the majority of the related literature. In particular we are con-
cerned with the development of a table model that can be used for any kind
of nonlinear device, which is fixed to a specific set of parameters, and has up
to three controlling voltages, which has to be evaluated many times and whose



1.2. AIM OF THE PROJECT AND STRUCTURE OF THE REPORT 7

evaluation is expensive in time. However, we would like to give a solution that
could eventually be used to deal with more controlling voltages (in the case that
we are interested in creating a table not for a transistor but for a subcircuit)
and with a dynamical set of parameters.

The tables generated in this report are meant to be used in transient analysis
(for an introduction of electric circuit simulation concepts, such as transient
analysis, see [26]). This simulation is regarded as the most expensive one as
well as one of the most critical, because it shows the behavior of the circuit
between an interval of time beginning with a known initial state, usually the
result of the direct current analysis. The transient analysis can be posed as an
initial value problem and it can be solved with numerical integration methods
such as the backward differentiation formula (BDF). At each time step of the
numerical simulation, a large nonlinear system of algebraic equations must be
solved to compute the next step. Because our table models interact directly with
the nonlinear solvers, we will focus exclusively on this part of the simulation,
and we will use a simple BDF technique whenever we need to compute the
whole transient simulation of a circuit.

In chapter 2, we explore the most popular method to solve nonlinear sys-
tems of equations, that is, the Newton method. We carefully review the different
approximations that we can introduce to this method without ruining its be-
havior. We present the inexact Newton method, the quasi-Newton method, the
perturbed Newton method as well as the accuracy requirements that we plan
to exploit in this project. In chapter 3, we study some of the elements that are
going to be used to assemble our tables methodology. In particular, we study
the mechanism that we use to sample data for the table, the interpolation tech-
niques chosen to infer new data and a controlling procedure that attempts to
prevent the table from containing insufficient or useless information. In chap-
ter 4, we gather together all the pieces and present the general methodology
for transient simulation. In chapter 5, we present some of the numerical re-
sults obtained with our table models and we conclude in chapter 6 with some
conclusions and further remarks.
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CHAPTER 2

Approximations in Newton’s Method

As we have stated in the previous chapter the transient analysis will involve, at
every time step of the simulation, the solution of a nonlinear algebraic system
of equations, that is

given F : D ⊆ Rn → Rn find x∗ ∈ Rn such that F (x∗) = 0, (2.1)

where F is assumed to be a nonlinear and continuously differentiable function
on the open convex subset D ⊆ Rn. The most common procedure to solve
these kind of problems is the very well-known Newton’s method, in which we
compute iteratively a sequence {xi} that converges to x∗. The element xi+1 in
the sequence is computed by solving the linear system

J(xi)(xi+1 − xi) = −F (xi), i ≥ 0, (2.2)

where x0 is a given initial guess of the solution and J is the Jacobian matrix of
F . For convenience of notation we will refer to the function F (or the Jacobian
J) evaluated at a point xi as Fi (or Ji respectively). Similarly, the value of the
function (or the Jacobian) at the exact solution x∗ will be denoted as F∗ (or
J∗). We also denote the nonlinear step as si = xi+1 − xi for i ≥ 0. Thus, (2.2)
can be written as Jisi = −Fi, i ≥ 0.

A classical result on Newton’s method (see [10, Thm. 5.2.1]) assures local
quadratic convergence, provided an initial guess x0 ∈ D, if

• the solution x∗ indeed exists in D,

• J∗ is nonsingular,

• J is Lipschitz continuous in D, i.e., there exists a constant β in R, such
that

‖J(w)− J(v)‖ ≤ β‖w − v‖ for all v, w ∈ D ⊆ Rn, (2.3)

In this case, we say that J is Lipschitz continuous with constant β.

9
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We will refer to these three conditions as the usual conditions.
Notice that Equation (2.2) will be solved over and over again: a few times

for every time step and in turn, each one of these, several times through the
whole simulation. Thus, the highly repetitive nature of Equation (2.2) forces
us to look for effective and inexpensive ways to perform each of the three inner
computations required to solve it, namely, the evaluation of F , the evaluation of
J and the solution of the linear system. A typical approach to accelerate a given
computation is to approximate it instead of seeking the exact solution. However,
as we will see, any approximation in this delicate stage of the simulation must
be studied in depth.

In this chapter, we will study mechanisms to approximate each one of the
inner computations and the consequences of doing so. In section 2.1, we will
present fast solvers for the linear system and its impact on Newton’s method.
In section 2.2, we will review the effects of computing an approximation of the
derivative J and in section 2.3 we will study similar results for approximations
of the function F . In section 2.4, we combine the results of sections 2.2 and 2.3
to formulate the theoretical requirements of our table models. In section 2.5 we
review some practical aspects that arise when implementing Newton’s method.

2.1 The inexact Newton Method

The linear system in equation (2.2) is usually solved exactly using a direct
method, such as Gaussian elimination. For large systems this computation
could be expensive, and it is reasonable to consider iterative methods that can
obtain approximate solutions more efficiently. Since the solution of the linear
system (2.2) determines the direction si of the step i in Newton’s method, any
error introduced by the approximation will mislead the process by a certain
quantity. The inexact Newton method (IN) consists of finding the minimum
conditions that must be satisfied for an approximation of the linear system (2.2)
to guarantee convergence. For the IN method we attempt to solve, in some
unspecified manner,

Jisi = −Fi + ri, i ≥ 0, (2.4)

where ri are the error terms, called residuals, incurred for not solving equation
(2.2) exactly. The restriction imposed to (2.4) is given in terms of the relative
residuals ‖ri‖/‖Fi‖ as a bound by the forcing sequence (ηi)i≥0,

‖ri‖
‖Fi‖ ≤ ηi, i ≥ 0 (2.5)

Intuitively, a forcing sequence with small values will lead to a process closer
to (2.2), thus converging in fewer iterations. The drawback is that to get a
small ηi in (2.5), the iterative computation will be very expensive.

It is proved in [9, Th. 2.3] that if the forcing sequence {ηi} is uniformly less
than one, the IN method is locally convergent in the norm ‖ · ‖∗, defined by
‖v‖∗ := ‖J∗v‖ for v ∈ Rn. We state this theorem now.
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Theorem 2.1. Assume that the usual conditions hold and that there exists
ηi ≤ ηmax < t < 1, i = 0, 1, . . . that satisfies (2.5). Then, if x0 is sufficiently
near x∗ then the sequence of IN iterates {xi} computed by (2.4) converges to
x∗. Moreover, the convergence is linear in the sense that there exist a t > 0
such that

‖xi+1 − x∗‖∗ ≤ t‖xi − x∗‖∗, i ≥ 0

The rate of converges depends strongly on the conditions imposed on the
Jacobian J . For example, if J is Hölder continuous at x∗ with exponent p,
p ∈ (0, 1], i.e., if there exist ε > 0 and L ≥ 0 such that

‖J(x)− J(x∗)‖ ≤ L‖x− x∗‖p, for ‖x− x∗‖ ≤ ε,

then the Newton method converges locally with q-order at least 1 + p (see, for
example the Newton attraction theorem in [25, Th.10.2.2]). A similar result,
proved in [9, Th.3.3] holds for the IN method:

Theorem 2.2. Assume that the usual conditions hold and that the IN iterates
{xi}i≥0 converge to x∗. Then xi → x∗ q-superlinearly if and only if

‖ri‖ = o(‖Fi‖), as i →∞.

Moreover, if J is Hölder continuous at x∗ with exponent p, p ∈ (0, 1], then
xi → x∗ with q-order at least 1 + p if and only if

‖ri‖ = O
(
‖Ji‖1+p

)
, as i →∞.

A simple strategy for the value of ηi is to set it as a constant for the entire
iteration, and experience shows that this is a reasonable choice. However, an
appropriate constant value depends strongly on the problem, thus it is conve-
nient to develop a general rule that could adjust ηi for any problem. The main
idea is to solve the linear system to just enough precision to advance when far
from the solution, but to exploit the quadratic convergence when near a solu-
tion by solving the system at a high precision. A first alternative for ηi that
reflects this idea is

ηA
i = γ

‖Fi+1‖2

‖Fi‖2
,

where γ ∈ (0, 1] is a parameter. If ηA
i is uniformly bounded away from 1,

then the forcing sequence {ηA
i } would guarantee q-quadratic convergence by

Theorem 2.2.
If it is the case that a severe decrease in the norms ratio produces a very

small ηi but we are still far away from the solution, we would be oversolving
the problem. A safeguard for the forcing sequence is suggested in [13] to avoid
this possibility. If ηi is still too large, we do not allow ηi+1 to decrease by much
more than a factor of ηi. This leads to define

ηB
i =





ηmax, i = 0,

min(ηmax, η
A
i+1) i > 0, γη2

i ≤ ηtr,

min(ηmax, max(ηA
i+1, γη2

i )), i > 0, γη2
i > ηtr,

(2.6)
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where the parameter ηmax is defined as an upper bound to prevent the forcing
term to go above 1 and ηtr is a threshold to separate the slow iterations from
the converging ones. In [13], the proposed values are γ = 0.9, ηmax = 0.9999
and ηtr = 0.1. Although arbitrary, these values seem to work fine in practice,
as it is reported in [20].

Even for the final iteration, there could be oversolving. To prevent this, the
termination tolerance for the nonlinear iteration

τt = τa + τr‖F0‖
is included to define the final forcing sequence given by

ηi := min(ηmax,max(ηB
i , 0.5τt/‖Fi‖)) (2.7)

Usually, a Krylov subspace-based method, such as GMRES [29] or BiCGSTAB
[33], is used to solve the linear system (2.4). In many cases these kind of solvers
must be preconditioned to be efficient.

The establishment of an appropriate preconditioner for a Krylov solver when
solving one linear system is not an easy task. The problem is even more complex
when a sequence of linear systems - such as those in (2.4) - are considered. The
preconditioner should be as close to the inverse of the Jacobian as possible to
improve the performance of the Krylov method. Thus, usually it could be very
expensive to compute a new preconditioner for each iteration, and it is desired
to develop some kind of strategy that allows the method to recycle information
of the preconditioners already obtained.

For example, the preconditioner developed in the SILCA method [22] begins
by computing the LU factorization of the Jacobian at the initial approximation
and use it as the preconditioner. The solution space is split in different regions
and the method keeps unchanged the preconditioner inside each of them. Only
when the approximate solution crosses the boundary of a regions, the L and
U factors are again computed. A new computation of the LU factorization
is not needed, since a low-rank technique can be used to update the previous
factors in a much more efficient way. Variations of this idea, such as using an
incomplete LU factorization instead of the full factorization are also considered
in [22].

Several other strategies have been proposed to develop an efficient sequence
of preconditioners. In particular, we mention the works in [6, 12, 24]. The role
of preconditioners in the context of circuit simulation has been studied in [21].
In this work, it is reported that the conjugate gradient squared methods with an
improved incomplete decomposition technique produce the best results. In [16],
an accelerated technique is proposed to speed up the IN method by noticing
that iterative solvers of linear systems are very similar in structure to iterative
methods for linear eigenproblems i.e., Arnoldi [28], Jacobi-Davidson [31], etc.

2.2 The quasi-Newton method

Another element in the linear system (2.2) that can be approximated is the
Jacobian J , and the resulting method is called quasi-Newton (QN). If {Bi} is
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a sequence of invertible matrices (that should, somehow, approximate Ji), the
linear system that characterizes the quasi-Newton method is

Bi(xi)si = −Fi i > 0. (2.8)

The particular choice of {Bi} determines the quasi-Newton method.
Not only are QN methods useful for practical purposes, as in the case that

the function F (x) is not explicitly given, but also they could be more efficient
to compute the solution of the direction step. The drawback of QN is that it
cannot guarantee that the obtained direction indeed is going to decrease ‖F‖
and so, it does not perform well when the approximate solution is far from the
exact solution.

The simplest approximation of the n-dimensional Jacobian mimics the one
dimensional finite difference

f ′i ≈ bi =
f(xi+1)− f(xi)

xi+1 − xi

by requiring to solve the secant equation

Bisi = Fi+1 − Fi, (2.9)

which is a system of n equations in n2 unknowns. Several methods have been
designed to find, among all the solutions of (2.9), one that could inherit favo-
rable properties of the Jacobian. Among the possible choices for Bi, Broyden’s
method (see [19, 20]) offers some particular advantages, such as being locally
superlinearly convergent. The construction of the approximated Jacobian Bi+1

is based on an update procedure of the previously computed Jacobian Bi, and
is given by

Bi+1 = Bi +
(Fi+1 − Fi −Bis)sT

sT s
.

The converging property for general QN methods is given by the following
theorem (see [19, Th.7.1.1]):

Theorem 2.3. Assume that the usual conditions hold. Let {Bi} be a sequence
of nonsingular n × n matrices. If the QN iterates converge to x∗, then they
converge superlinearly if and only if

lim
i→∞

‖(Bi − J∗)(si)‖
‖si‖ = 0. (2.10)

Condition (2.10) is called the Dennis-Móre condition.

2.3 The perturbed Newton method

So far we have discussed the effects of using approximations for the solution
and the Jacobian in the linear system (2.2). However, it is often the case that
we cannot work with the exact expressions that we have shown above, but
we have to include some error terms that could affect, not only the quadratic
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convergence rate of the method, as was the case for the IN and QN methods, but
also the accuracy of the solution. The simplest source of errors is the floating-
point arithmetic that is used as soon as we implement any Newton method in
a computer program.

The Newton method in which we consider the error terms for the Jacobian
and the function is called perturbed Newton (PN), and the linear system that
is solved at each iteration is

(Ji + ∆i)si = (−Fi + δi), i > 0

where the {∆i} ⊂ Rn×n and {δi} ⊂ Rn are perturbations on the Jacobian J
and the function F .

From the three variations of the Newton method that we have presented,
perhaps the PN is the less studied one. The main contributions have been
given in [11, 32, 34]. The work of Dennis and Walker in [11] presents a very
general theorem that puts together several assumptions making it difficult to
use. Ypma obtains in [34] a result on the convergence of the sequence of the PN
method to the solution x∗, but that unfortunately, as he explains in the paper,
are of limited practical value due to assumptions that rarely are fulfilled. Her
proposal to correct this makes its use more complex. Although the study of
Tisseur in [32] deals exclusively with floating-point arithmetic, it can be used
to determine the impact of perturbations ∆i and δi in the PN method.

Theorem 2.4. Assume that

‖J−1
i ∆i‖ ≤ ν < 1, (2.11)

and
β‖J−1

∗ ‖ ‖xi − x∗‖ ≤ µ < 1. (2.12)

Then, the approximate solution xi+1 produced by the PN method is well defined
and the convergence is given by

‖xi+1 − x∗‖ ≤ G‖xi − x∗‖+ g,

where

G =
β‖J−1∗ ‖

2(1− µ)(1− ν)
‖xi − x∗‖+

(1− µ)‖J−1
i ∆i‖

(1− µ)(1− ν)
,

and

g =
‖J−1∗ ‖ δi

(1− µ)(1− ν)
.

If ∆i = δi = 0, Theorem 2.4 reduces to the usual Newton’s method with
quadratic convergence.

Notice that the rate of convergence of the PN method is related to the term
G in Theorem 2.4 and the limiting accuracy is related to the term g. It follows
that the rate of convergence strongly depends on the perturbation ∆i of the
Jacobian, while the accuracy depends exclusively from the perturbation δi of
the function. Using this, we can split the analysis of the PN method and focus
exclusively on ∆i for the convergence rate analysis, and on δi for the limiting
accuracy analysis.
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2.4 The Required Accuracy

The theory presented so far in this chapter seeks to establish the convergence
behavior of the Newton method under approximations and errors on the linear
system (2.2) that describes it. We introduce now the inexact perturbed
Newton method (IPN), the variation of Newton’s method that we will use
to handle the table models. It is a hybrid of the IN and PN method, and the
linear system that characterizes it is

(Ji + ∆i)si = (−Fi + δi) + ri, (2.13)

where ri, ∆i and δi are the residuals and perturbations already discussed.
In this section we will use those results to set up the necessary conditions

of an inexact perturbed Newton method to converge at a certain rate to the
solution x∗.

In [8], Cǎtinaş shows that the IN, QN and IPN methods are equivalent, in
the sense that the convergence behavior of each method can be used to derive
the convergence orders for the other two.

For our purposes, we will use the following Theorem, inspired by [7, Thm.
2.2] but adapted to fit the table model strategy.

Theorem 2.5. Assume that the usual conditions hold, that ηi ≤ ηmax < t < 1,
i ≤ 0, and that (2.11) and (2.12) are fulfilled. If

‖(Ji + ∆i)si + (Fi + δi)‖+ ‖∆isi‖+ ‖δi‖ ≤ ηi‖Fi‖ i ≥ 0, (2.14)

then the sequence of IPN iterates {xi} converges to x∗. Moreover, the conver-
gence is linear in the sense that

‖xi+1 − x∗‖∗ ≤ t‖xi − x∗‖∗, i = 0, 1, . . .

Proof. The IPN can be viewed as an IN method with residual ∆isi + δi. From
Theorem 2.1, the result follows immediately.

The rate of convergence could be improved if we impose stronger conditions
on the Jacobian. Since the IPN method could be formulated as a particular case
of the IN method, Theorem 2.2 can be used to derive necessary and sufficient
conditions for superlinearly convergence. However, in this project we will seek
to establish only the linear convergence of Theorem 2.5.

For the table models, the perturbations ∆i and δi are the errors due in-
terpolation of Fi and Ji. Our strategy is to compute bounds to these errors
and generate a sequence of forcing terms {ηi}, similar to what we presented
in section 2.1. If inequality (2.14) is fulfilled, we accept the interpolation esti-
mates for the function and the Jacobian, otherwise they are discarded and the
exact values are computed. This implementation will be discussed in the next
chapter.

Although Theorem 2.5 guaranties convergence, Theorem 2.4 establish that
the limiting accuracy obtained by a PN method is proportional the error δi.
Thus, we will impose an additional condition on δi, and that is that it should
decrease to zero. This safeguard will prevent that the solution of the IPN
method converges to a solution with a large error.
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2.5 Implementation remarks of Newton’s method

Newton’s method is considered as the standard procedure to solve nonlinear
systems of equations due to its simplicity and effective results. Nevertheless,
there are some potential problems with Newton’s method that can lead to lower
convergence ratios or even no convergence at all. In this section we review some
of these problems as well as their solutions.

2.5.1 The Armijo rule

A clear problem from a practical point of view is that the theorems that gua-
rantee Newton’s convergence assume that the initial approximations are located
close to the exact solution. Obviously, this is a very strong requirement that
cannot be fulfilled frequently. Failing to have a close initial approximation gen-
erates steps for the nonlinear iterations that, although they are in the right
track for the solution, usually fail for being too large. The immediate conse-
quence is that ‖Fi‖ > ‖Fi−1‖ instead of decreasing. A simple correction, called
the Armijo rule (see [19]), is to reduce iteratively the obtained length step until
we are sure that ‖Fi‖ < ‖Fi−1‖.

Thus, if we define the Newton direction

d = −J−1
i Fi

we should find the smallest integer m ≥ 0 such that

‖F (xi + 2−md)‖ < (1− α2−m)‖Fi‖ (2.15)

and let the step s = 2−md and xi+1 = xi + 2−md. The parameter α ∈ (0, 1) is
a small number used to make (2.15) easier to satisfy.

More elaborate ways to prevent an overshoot of the step include a dynamic
reduction factor different from a static 1/2. In general, these methods are called
line search. For example, if after two reductions by 1/2 there is no significant
decrease, a quadratic polynomial model of

φ(λ) = ‖F (xn + λd)‖2

is built using the last three values of λ. The next λ is the minimizer of the
quadratic model. A safeguard is imposed so 1/10 ≤ λm+1/λm ≤ 1/2. The line
search terminates with the smallest m ≥ 0 such that

‖F (xi + λmd)‖ < (1− αλm)‖Fi‖.

It is important to notice that the convergence of the Newton method with
the Armijo rule only works by using the exact Ji or a good approximation of
it. For a full discussion of the line search method see [19, 20].

2.5.2 Preconditioners for the inexact Newton method

A common practice when using an iterative procedure to solve a system of
linear equations Jis = −Fi is to transform it into a system J̃is̃ = −F̃i that
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can be solved more easily. This is known as preconditioning the matrix Ji,
and the idea is to multiply the Jacobian from the right, left or both sides by
a preconditioner M . Ideally the preconditioner should resemble the inverse of
the Jacobian. Very often M is chosen to be a triangular matrix or a product of
triangular matrices M = M1M2.

The possible preconditioning strategies are

• left : M−1Jis = −M−1Fi,
J̃i = M−1Ji, s̃ = s, F̃i = M−1Fi

• right : JiM
−1Ms = −Fi,

J̃i = JiM
−1 s̃ = Ms, F̃i = Fi

• two-sided : M−1
1 JiM

−1
2 M2s = −M−1

1 Fi,
J̃i = M−1

1 JiM
−1
2 s̃ = M2s, F̃i = M−1

1 Fi

To perform the matrix-vector products u := J̃iv, while solving iteratively the
linear system, we perform the following three steps: (i) solve u1 from M2u1 = v;
(ii) u2 = Jiu1 and (iii) solve u from M1u = u2. Thus, we avoid computing the
inverses of Mi, explicitly.

Several classical preconditioners are given in terms L,D and U , lower tri-
angular, diagonal and upper triangular matrices such that A = L+D +U . For
each choice of M we obtain the following preconditioners:

Jacobi M = D
Gauss-Seidel M = D + L
SOR M = 1

ωD + L

SSOR M =
1

2− ω

( 1
ω

D + L
)

︸ ︷︷ ︸
M1

( 1
ω

D
)−1( 1

ω
D + U

)

︸ ︷︷ ︸
M2

ILU build A = LU , neglect (part of) fill in

The successive overrelaxation preconditioner SOR uses a parameter ω ∈ (0, 2).
The SSOR preconditioner stands for symmetric SOR.
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CHAPTER 3

Sampling, Inferring and Controlling

In the introduction to this report, we stated that our main goal is to design
a methodology that enables us to reuse repetitive information in the context
of large-scale circuit simulation, particularly, in the transient analysis. The
proposed methodology involves three stages: to store, to manipulate and to
extract meaningful information involved in the simulation. In the following, we
will explain these concepts in detail.

We have already mentioned that there are large computational costs when
evaluating functions describing a transistor’s behavior. Because it is impossible
to dispose completely of exact evaluations when simulating, it is reasonable to
seek at least for a mechanism that allows us to decrease the number of them.
The few computations that we will do, for a few chosen points, will have to
be sufficient to deduce non-computed values and we have to determine how to
select these chosen points. This collection will be stored in an appropriate way
that facilitates its use. The stored data will be referred to as a table and the
techniques involved in the selection of points to be stored - or samples - will
be referred to in this document as sampling methods.

If the conditions are suitable, we will allow to infer a non-computed value
from the stored data. The inferring methods are procedures that we can use
to compute the approximated value of a function, using only the data in the
tables. It is crucial that they are not only fast, but also that we can establish
the quality of the approximations obtained with them, to compare them with
the requirements demanded by the simulation.

With the stored data, several decisions and manipulations must be done to
keep an efficient methodology. They can be summarized in the following three
tasks:

• classify the data according the frequency of its use,

• manage the information in an efficient way,

• decide whether the current data is enough to infer a new value.

19
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We will refer to these procedures as the controlling methods.
In this chapter we will study the tools to conceive each of these stages. In

section 3.1 we will study some sampling methods, and in section 3.2 we will
discuss the most suitable inferring techniques together with the corresponding
error analysis. In section 3.3 we will present our particular choice to deal with
the problems related to the control of the table. The methodology that gathers
these three stages in a unified framework are referred to as table models and
we will develop them in the next chapter.

3.1 Sampling the solution space

The n controlling voltages of an electronic device define a n-dimensional space
where the solution of Newton’s method is sought. We refer to it as the solution
space. Typically, the nonlinear devices have three controlling voltages, as is
the case of MOSFETs.

The sampled points in this space, together with the associated value of the
current, are going to be stored in a table. Each type of electronic device has
its own table, and even different parameter configurations are considered as
different types of electronic devices. If there are two or more devices with the
same parameter configuration in the simulated circuit, all of them store and
retrieve information of the same table by the procedures that we explain in this
chapter.

The information coming from all the components of the circuit are combined
in a differential-algebraic equations (DAE) system using the modified nodal
analysis, from which the simulation equations are obtained for the transient
analysis (see [26] for a complete exposition of circuit equations and modified
nodal analysis). A nonlinear algebraic system of equations lies at the heart of
any numerical method used to solve this DAE and this is solved with Newton’s
method and its variations that we presented in the previous chapter. In this
project we use a simple numerical integration method to solve the system and
we focus exclusively on Newton’s method, where the interaction with tables
occurs.

Our first consideration on the sampling methods is at which instance it
should be done: Before the simulation (off-line sampling) or during the si-
mulation (on-line sampling).

Sampling before the simulation allows us to dedicate specific time for this
purpose that will not be counted in the simulation, however it has a major draw-
back: there must be previous knowledge of the nonlinear behavior to sample in
the critical areas and avoid the storage of huge quantities of useless information.
For example, in [22], an off-line sampling grid is designed to work specifically
with MOSFETs.

Although it is possible to efficiently create an adaptive mesh that captures
all the nonlinearities in the underlying function, it could be extremely large,
specially for three dimensions and above. The magnitudes of these kind of
preprocessed tables would explode when considering different sets of parameters
for the same transistor. Not only the preprocessing stages could be endless, but
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also the tables could be too big to be stored or effectively used.
On the other hand, we could evaluate only those points that are required by

the simulation and wait until there are enough to infer the values from then on.
This is the basis of on-line sampling. An evident flaw of this approach is that
we will have to evaluate the functions and derivatives during the simulation
- precisely what we are so reluctant to do. Despite its simplicity, there is an
underlying benefit from on-line sampling: during the simulation, we obtain a
view of the regions of the simulation space that are used very often and those
regions that are barely used. For the general problem that we are considering,
in which the behavior of the nonlinear device is not known, a description of the
areas that are commonly used in the simulation can be used to build tables with
significant information. This would allow us to store in the table the values at
voltages that are used very frequently, to delete those values at voltages that
are barely used, limiting in that way the size of the table, and indicating the
areas that need extra evaluations to increase the inferring accuracy.

Our strategy consists of using a hybrid approach between on-line and off-line
sampling. At the on-line stage, we store in the table all the points that must be
evaluated to simulate the circuit. The storing and retrieval procedures from the
table, as well as its structure (an R∗-tree) will be explained in the next chapter.
When the simulation is over, an off-line sampling is done in those regions of
the solution space that we could recognize in the tables as used very often (and
that we will call active regions), to improve the quality of the inferring in the
next simulation. Furthermore, points in regions almost never used (and that
we will call passive regions) will be deleted. In section 3.3 we will explain
what we meant by an often-used region and how can we detect one from the
information contained in the table.

3.2 Inferring non-stored data

When a table model strategy is being designed, usually a great effort is made to
obtain the best approximation using the stored data. However, we have noticed
that it is useful to clearly establish the accuracy requirements in Newton’s
method and then design inferring methods that can guarantee the minimum
levels of accuracy needed.

During the simulation we store data from points that come from the si-
mulation process, which means that they are not located on a regular mesh.
Thus, any inferring technique that we would use should be able to deal with
scattered data. Usually there are two possibilities that can handle this kind of
data: regressions and scattered interpolations. Regression techniques are suita-
ble when the information is obtained by a mechanism with a lot of uncertainty,
for example if we are retrieving the information of the particular transistor by
direct measures. Inferred values usually follow a very smooth function and the
resulting function is not intended to intersect the sampled points.

On the other hand, interpolation methods assure that the inferred function
passes through all the sampled points, and is suitable when the data comes from
accurate methods, for example analytical evaluations. The appropriate choice
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in this project is the use of interpolations. In particular, we will use scattered
interpolation methods, that is, interpolations that can be computed on a set of
irregularly distributed points.

In [27], Roos used a scattered interpolation method for the development of
a table-based methodology. These kind of methods operate in two steps: first,
they create a triangulation between the scattered points; then, each triangle is
interpolated. Obviously, they depend exclusively on local data which fits our
purposes.

A fundamental aspect of these methods is the way in which the triangulation
is done. There exist several possibilities to do this, however the desirable option
is to produce nearly equilateral triangles, avoiding extremely thin or elongated
triangles. One of the most popular choices is Delaunay triangulation, obtained
by connecting all the neighboring points in the Voronoi diagram of the given
point set.

Linear and cubic interpolations inside the triangles and their behavior in
circuit simulation were studied by Roos in [27]. He concludes that none of
these interpolation procedures are appropriate for self-generating lookup ta-
bles. These procedures are very slow for two dimensions and completely useless
for three dimensions. Generalization to higher dimensions is impossible. We
present in the next section another choice of scattered interpolators for the
circuit simulation problem.

3.2.1 Inverse-distance weighted methods

Interpolation methods based on inverse-distance weights provide an easily pro-
grammable technique to infer function values from a set of scattered data points.
The basic assumption is that the interpolated values should be influenced more
by close data points than by distant ones. The interpolation value is a weighted
average of the collected data, in which the weight for a contributing point is
inversely proportional to its distance to the interpolation point. Inverse dis-
tance weighted methods are also called Shepard’s method, after the economist
Donald Shepard, who was the first to propose this strategy in 1968.

Given any arbitrarily spaced points x1, . . . , xN ∈ Rn and values f(x1), f(x2),
. . . , f(xN ) of a function f , the first version of Shepard’s formula is given by

Spf(x) =
N∑

j=1

f(xj)wj(x) (3.1)

with basis functions

wj(x) =
‖x− xj‖−p

∑
k ‖x− xk‖−p

, with p > 0. (3.2)

The interpolating function Spf has flat regions in the neighborhood of all data
points. This can be seen by noticing, for example, that for p = 2, the partial
derivatives of S2f are zero, and this local extremal introduces an artificial flat
zone around the data point. To avoid this behavior in an improved version, the
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Taylor polynomial of degree 1 of the m-dimensional function f is used at the
data points. Thus, the general formula is given by

Spf(x) =
N∑

j=1

[
f(xj) +

m∑

k=1

∂kf(xj)(x− xj)

]
wj(x), (3.3)

where ∂k is the partial derivative with respect to the k variable. Notice that it
is possible to use a Taylor polynomial of higher degree, but we will not consider
them in this project.

If the N data points are distributed homogeneously throughout the simu-
lation space, and if N → ∞, then Spf will converge to the given function f .
Farwig investigates in [15] the rate of this convergence in terms of the maximum
separation between the points in X = {x1, . . . , xN}. More precisely, the rate of
convergence will be a function of

r = inf{ρ > 0; for every x ∈ D,Bρ(x) ∩X 6= ∅} (3.4)

The seminorm | · |1 of the function f , given by the following formula

|f |1 = sup

{
|∂f(x1)− ∂f(x2)|

|x1 − x2| ;x1, x2 ∈ D, x1 6= x2

}
(3.5)

and
M = sup

y∈D
card

(
Br(y) ∩X

)
, (3.6)

the maximum overlap of a ball of radius r with the set X, will be factors
influencing the rate of convergence of Shepard’s interpolation method, which is
established by the following theorem (see [15, Th.2.3-2.4]).

Theorem 3.1. Let D ⊂ Rn be a compact domain and X = {x1, . . . , xm} be a
set of m data points. If f is of class C1(D) then

‖Spf − f‖∞ ≤ K ·M |f |1εp(r),

and

‖∂(Spf − f)‖∞ ≤ K ·M2|f |1 εp(r)
r

,

where

εp(r) =





| log r|−1, p = n,

rp−s, p− s < 2, p > s,

rp−s| log r|, p− s = 2,

r2, p− s > 2,

and the constants r, M are given by (3.4) and (3.6) respectively.

Notice that Shepard’s interpolation formula uses all the available informa-
tion from the set of points X. This global character is completely undesirable if
a large set of points is used, because in that case the computational effort that it
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requires would be excessive. Furthermore, any change in the data set will mod-
ify the interpolated values throughout the entire domain. If we could modify
Shepard’s method to use only local information, we could treat larger data sets
and be less sensitive to data modifications. However, as we will see, the simple
Shepard formula becomes more complex if we require a smooth interpolant.

The disadvantage of working with a global Shepard’s formula is avoided by
constraining the basis functions wi to small compact support which may depend
on the local distribution of data points. To do this, we slightly change the basis
(3.2) to

Wj(x) =
‖x− xj‖−pηj(x)∑
k ‖x− xk‖−pηk(x)

, with p > 0, (3.7)

where ηj(x) is a positive smooth function with its support on a set ωj , such
that xj ∈ ωj for j = 1, . . . , N and that {ωj}N

j=1 is a finite open covering of the
simulation space. The sets ωj are commonly called clouds. Usually, the chosen
clouds are balls with radius of influence R around each data point xj . A typical
example for the function ηj is

ηj(x) =

{
[R− ‖x− xj‖]+

R

}2

,

where

[a]+ =

{
a if a > 0
0 otherwise

.

The interpolant is computed using (3.3) but with the basis (3.7) instead of
(3.2), and we denote it as S̃pf . It has been shown that the S̃pf has continuous
first partial derivatives and that it has quadratic precision.

Zuppa has given in [35] an error analysis for this local version of Shepard’s
interpolation method similar to the one given by Farwig in [15]. If we denote
by δ the maximum diameter of all the clouds, this error estimate is given in the
following theorem.

Theorem 3.2. Let D ⊂ Rn be a compact domain and X = {x1, . . . , xm} be a
set of m data points. If f is of class C1(D) then

‖S̃pf − f‖∞ ≤ K · |f |1δ2,

and
‖∂(S̃pf − f)‖∞ ≤ K · |f |1δ,

We will test both interpolation methods, together with their respective error
bounds, in chapter 5.

3.3 Tables Control

We mentioned before that we will use a hybrid sampling strategy, in which we
will collect data samples during the transient analysis and when the simulation
is over we will perform some additional processes to guarantee that the stored
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data is appropriate for the next simulation. In this section, we will present
those processes, which are meant to control the size of the table as well as the
data stored in it.

Our motivation to introduce a controlling stage in the table models is that
during the transient analysis not all the simulation space is used, and a large
portion of the evaluations are carried out in concentrated subregions. This
particularity was pointed out by Wil Schilders ([30]) and observed on some
simple experiments. Thus, our aim is to recognize the regions in the simulation
space where several evaluations are usually done.

We assume that regions that had several evaluations during the simulation
are frequently used, even in forthcoming simulations. Because there must be
some bounds to the table size due to storage requirements and response times
for searching it, it is reasonable to propose that information of some regions
should be maintained and even expanded, and information of other regions
could be deleted from the table.

The active regions create clusters in the simulation space. To detect a region
with such property we will use cluster analysis, a standard tool from Data
Mining. In particular we will use the method called DBSCAN (see [14]). Notice
that there are several kinds of algorithms in cluster analysis, however in this
project our intention was only to test the general performance of a table model
with this controlling stage. Here we present the ideas behind DBSCAN and
in the next chapter we present its implementation for the table model in our
circuit simulation problem.

The DBSCAN algorithm was the first clustering technique based on the
notion of density. Intuitively, within each cluster we have a typical density
of points which is considerably higher than outside of the cluster. In passive
regions the density is lower than in any cluster.

To formalize those concepts some definitions must be introduced. Suppose
that X is the set of points stored in a table. We denote a neighborhood with
center p and radius ε as Nε(p) and the number of points of the neighborhood
in D as |Nε(p)|.

There are two kinds of points in a cluster, points inside of the cluster (core
points) and points on the border of the cluster (border points). If we set a
positive integer µ, a point p is called core point if it satisfies N(p) ≥ µ and we
call it a border point otherwise. Through the whole discussion we will assume
that the values ε and µ are fixed parameters so we will omit them to keep a
simple notation.

We say that p is directly-reachable from a core point q if p ∈ Nε(q). If
there is a sequence of core points p1, . . . , pm with p1 = q, such that pi+1 ∈ Nε(pi)
and p ∈ Nε(pm), we say that p is reachable from q. Notice that only core
points can be mutually reachable. We can think of the reachable set as the
transitive hull of directly-reachable sets. Notice however that directly-reachable
and reachable are concepts that are not symmetric in general, that is, only from
core points other points can be directly-reachable and only core points can be
mutually reachable. To characterize all the points in a cluster C, there must
be a core point r in C from which a couple of border points of C could be
reachable. If this is the case for any two points p and q, we say that p and q
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are connected.
Now we can formalize the concept of cluster and noise which corresponds

to active and passive regions in the context of table models. A cluster C in D
is a non-empty subset of D satisfying the following conditions:

1. Maximality : for any pair of points p, q ∈ D, if p ∈ C and q is reachable
from p then q ∈ C.

2. Connectivity : for any pair of points p, q ∈ C p and q are connected.

Let C = {C1, . . . , Ct} be the collection of all the clusters in a table D. The
noise in C is the set of points in D not contained in C.

In section 4.3, we will present the algorithm that allows us to detect all
the clusters in a table, giving the parameters ε and µ. Suggestions for the
values of these two parameters will also be discussed. After the detection, all
the points in passive regions are removed and additional off-line evaluations are
carried out to populate the active regions more. The decision of which, and
how many points in the off-line sampling are going to be evaluated of them will
be discussed in section 4.4.



CHAPTER 4

Table Models for Transient Analysis

We are interested in developing an efficient strategy that could be used to
simulate general nonlinear devices with no more than three controlling voltages
and constrained to a possibly large set of parameters. A reasonable proposal
is to store the value of the current at specific voltage points in the simulation
domain to use them later to infer other values using an interpolation technique.

Nevertheless, the flexibility that we are trying to achieve in this project by
using general nonlinear devices introduces many difficulties on developing the
table. Nowadays a transistor may have dozens of internal parameters, and each
configuration of them requires its own table. The development of specific tables
that could be used varying one of the parameters has already been explored (see
for example [17]), but they they are designed to work with a specific device.
This lack of knowledge on the currents behavior is a severe restriction that we
impose to ourselves in this project.

Although we will only focus on the case of devices with three dimensional
solution spaces, we want to develop a methodology that eventually could be
easily adjusted to manage nonlinear devices with more controlling voltages,
hence with higher dimensional solution spaces.

A similar problem was tackled by Janne Roos seven years ago in [27], in
which he developed a self-generating lookup table for general devices with up
to three controlling voltages but in the context of DC analysis. After proposing
several different strategies, his conclusions were dissuasive for the use of tables
in this kind of problems: there was never a speedup obtained by using table-
based models. Not only did he show empirically that this was unachievable, but
he also gave a clear mathematical model demonstrating that a speedup should
never be expected by using tables.

In this chapter, we present how the tables interact with the circuit simulator.
The level at which the stored information is used is at the nonlinear solver;
thus we present explicitly the steps in Newton’s method that require to use the
tables.

27
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4.1 Implementation of Newton’s method

We present our ideas as variations of the standard Newton algorithm that we
introduced in Chapter 2 (algorithms 4.1 to 4.4). Algorithm 4.5 and algorithm
4.6 are the Newton method and the evaluation routine respectively, that are
actually used for the table models of this project.

Although we use an LU factorization of J to solve the linear system (2.2),
notice that other factorization methods, such as QR or Cholesky could also
be used. The inputs of this basic algorithm are the initial approximation x,
the nonlinear function F , and the relative and absolute termination tolerances,
τ = (τr, τa) ∈ R2. For basic tests, the usual values are τr = τa = 1e− 6.

Algorithm 4.1. newton
input: initial approximation x; nonlinear function F ;

termination tolerance τ .
output: approximation x of x∗.

1. ro = ‖F (x)‖
2. Do while ‖F (x)‖ > τrr0 + τa

(a) Evaluate J(x)

(b) Factor J(x) = LU .

(c) Solve LUs = −F (x)

(d) x = x + s

(e) Evaluate F (x).

From Algorithm 4.1 we notice that the function value at point x is required
in lines 1 and 2e. The Jacobian is computed in line 2a. We will evaluate exactly
the function value at line 1 and focus on the function evaluation at line 2e and
Jacobian evaluation at line 2a.

The evaluations of the function and the Jacobian are precisely the steps at
which the tables are used. In the following algorithm evaluate all the necessary
elements for the table-based methodology are presented.

Algorithm 4.2. evaluate
input: point x to be evaluated; nonlinear function F ;

table X.
output: approximated or exact value of F (x).

1. Look for data point x in X.

2. If data point x is in X,

then return stored values F̃ (x) and J̃(x),

otherwise
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(a) Interpolate F̃ (x) and J̃(x) from X

(b) Compute the forcing term ηi with equation (2.7)
(c) Compute the error bounds ∆i and δi associated with the interpolated

values F̃ (x) and J̃(x).
(d) If ‖∆isi‖+ ‖δi‖ ≤ ηi‖Fi‖,

then return the interpolated values F̃ (x) and J̃(x),
otherwise evaluate F (x) and J(x) exactly

and store these values in X.

We will analyze this algorithm; however, it is important to notice before
that some of its expressions cannot be computed and we should do some mod-
ifications to implement it as we will see below.

The process by which a data point is looked for in the table, in step 1,
or by which it is added, as in step 2d, will be explained in section 4.2. The
specific computation of the interpolated values F̃ (x) and J̃(x) in step 2a are
also presented in section 4.2, in which we present the implementation of the
Shepard and modified local Shepard method.

At step 2b, we already have the interpolated values from the function and
the Jacobian, and the next task is to compute ηi given by (2.7). The exact value
of the function at the current approximation point, F (xi), is used directly in
equation (2.7) and in the auxiliary term ηA

i , so it is necessary that we use an
approximate value. We use the interpolated value F̃ (xi) obtained in step 2a for
that purpose.

From the Theorem 2.1 we require a sequence of values that are bounded away
from 1, and this is achieved with the safeguards that we impose to compute
ηi. So, even if the interpolated function is too far away from the real function
value, this will not cause a problem to validate the criteria to accept or reject
the interpolated values.

Moreover, the auxiliary term ηA
i is proportional to the ratio of the current

and previous function values, so if we are using interpolated values instead of
exact evaluations, it is reasonable to ask that this factor is given in terms of the
values that are used. In practice, this choice of forcing term will require that
for nonlinear approximation near the solution, the interpolated values must be
computed more accurately. This agrees with the requirements of Theorem 2.4.

With the decision criteria in step 2d of Algorithm 4.2 we accept or refuse the
interpolation values obtained with the table. At this step the Newton require-
ments govern the usage of the table and eventually the entrance of additional
points to the stored data. The convergence is guaranteed by Theorem 2.5,
assuming that the system of linear equations is solved exactly.

Because we are using F̃ (xi) instead of F (xi) in step 2d, it is reasonable to
include the error term that we have computed. Notice that

ηi|‖F̃i‖ − ‖δi‖| ≤ ηi‖(Fi − F̃i) + F̃i‖ = ηi‖Fi‖,
so, by loosing some of the sharpness in the inequality (2.14) we can get an
expression that can be computed from the values that we have already.
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The left hand side of the inequality requirement at step 2d involves the
expression ‖∆isi‖. As the nonlinear iteration progresses approaching to the
true solution, the length steps are smaller, thus there is no harm by using the
expression ‖si−1‖ instead of ‖si‖. The following algorithm presents the modified
evaluation function, which is the one that we have implemented and tested.

Algorithm 4.3. evaluate_modified
input: point x to be evaluated; nonlinear function F ;

table X; termination tolerance τ
output: approximated or exact value of F (x).

1. Look for data point x in X.

2. If data point x is in X,

then return stored values F̃ (x) and J̃(x),

otherwise

(a) Interpolate F̃ (x) and J̃(x) from X

(b) Compute the forcing term ηi as

ηi := min(ηmax,max(ηB
i , 0.5τ/‖F̃ (xi)‖)),

with ηB
i as in equation (2.6) and ηA

i given by

ηA
i = γ

‖F̃ (xi)‖2

‖F̃ (xn−1)‖2
,

(c) Compute the error bounds ∆i and δi associated with the interpolated
values F̃ (x) and J̃(x).

(d) If
[‖∆i‖ · ‖si−1‖+ ‖δi‖(1 + ηi)

] ≤ ηi‖F̃i‖,
then return the interpolated values F̃ (x) and J̃(x),
otherwise evaluate exactly F (x) and J(x)

and store these values in X.

As we have already mentioned, the use of Algorithm 4.1 without any safe-
guard for the step length can cause an increase ‖Fi‖ instead of a decrease. We
have presented the Armijo rule, to bound the length of the nonlinear step as-
suming that the direction given by si is the correct one. We present a variation
of Algorithm 4.1 which includes the Armijo rule in the framework of table mod-
els.

Algorithm 4.4. newton_armijo
input: initial approximation x; nonlinear function F ;

termination tolerance τ .
output: approximation x of x∗.
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1. evaluate_modified(x, F, X, τ) to obtain F̃ (x) and J̃(x)

2. while ‖F̃ (x)‖ > τ do

(a) Factor J̃(x) = LU

(b) Solve LUd = −F̃ (x)

(c) λ = 1

(d) while ‖F̃ (x + λd)‖ > (1− αλ)‖F̃ (x)‖ do

λ = σλ where σ ∈ [0.1, 0.5] is computed by minimizing the
polynomial model of ‖F̃ (xi + λd)‖2.

end while

(e) x = x + λd

(f) evaluate_modified(x, F,X, τ) to obtain F̃ (x) and J̃(x)

end while

So far, we have assumed that the linear system (2.2) is solved directly.
However, it may also be necessary to study a more general case, in which an
iterative method is used to solve (2.2).

Solving approximately the linear system (2.2) causes an additional source of
error that must be compensated somehow by the interpolation of the function
and of the Jacobian. In other words, as the error of the linear system rises,
the error of the interpolation must go down, as stated by Theorem 2.4. The
equation (2.14) reflects the balance that must prevail between all the sources
of error to guarantee convergence of the Newton method.

The inexact Newton method in the context of table modelling has a very
similar implementation to the standard one, that we can find, for example, in
[20]. In that implementation, the IN method is obtained just by changing lines
2a. and 2b. in Algorithm 4.4 by the following line

(a) Find d such that ‖J̃(x)d + F̃ (x)‖ ≤ η‖F̃ (x)‖
If no such d can be found, terminate with failure.

If we use tables to approximate the values of the functions and Jacobians,
we acknowledge the error due interpolations in the stopping criteria for the
iterative solution should be modified. Our proposal is to compute the term

η̃i :=
[
ηi‖F̃i‖ − (Ji + ∆i)‖∆i‖ · ‖si−1‖ − ‖δi‖(1 + ηi)

]
+

when the function F and its Jacobian J are evaluated with the use of tables,
and use η̃i as the stopping criteria of the iterative method used to solve the
linear system. We present these ideas in the following two algorithms. The first
one could be seen as the inexact perturbed Newton method in the framework
of table modelling, that is, the most general algorithm of this project.



32 CHAPTER 4. TABLE MODELS FOR TRANSIENT ANALYSIS

Algorithm 4.5. inexact_newton
input: initial approximation x; nonlinear function F ;

termination tolerance τ .
output: approximation x of x∗.

1. evaluate_modified(x, F, X, τ) to obtain F̃ (x) and J̃(x)

2. Compute η̃i = ηi‖F (x)‖, where ηi is computed as in evaluate_modified

3. while ‖F̃ (x)‖ > τ do

(a) Find d such that ‖J̃(x)d + F̃ (x)‖ ≤ η̃i

If no such d can be found, terminate with failure.

(b) λ = 1

(c) while ‖F̃ (x + λd)‖ > (1− αλ)‖F̃ (x)‖ do

λ = σλ where σ ∈ [0.1, 0.5] is computed by minimizing the
polynomial model of ‖F̃ (xi + λd)‖2.

end while

(d) x = x + λd

(e) inexact_ evaluate(x, F, X, τ) to obtain F̃ (x), J̃(x) and η̃i.

end while

The next algorithm evaluates F (x) and J(x) and computes the forcing term
η̃i for inexact_newton.

Algorithm 4.6. inexact_evaluate
input: point x to be evaluated; nonlinear function F ;

table X.
output: approximated or exact value of F (x).

1. Look for data point x in X.

2. If data point x is in X,

then return stored values F̃ (x) and J̃(x),

otherwise

(a) Interpolate F̃ (x) and J̃(x) from X
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(b) Compute the forcing term ηi as

ηi := min(ηmax, max(ηB
i , 0.5τ/‖F̃ (xi)‖)),

with ηB
i as in equation (2.6) and ηA

i given by

ηA
i = γ

‖F̃ (xi)‖2

‖F̃ (xn−1)‖2
,

(c) Compute the error bounds ∆i and δi associated with the interpolated
values F̃ (x) and J̃(x).

(d) Compute required accuracy = ηi‖F̃i‖
(e) Compute obtained accuracy =

[‖∆i‖·‖si−1‖+‖δi‖(1+ηi)
] ≤ ηi‖F̃i‖

(f) If obtained accuracy ≤ required accuracy

then return the interpolated values F̃ (x) and J̃(x) and the forcing
term η̃i = required accuracy - obtained accuracy.

otherwise evaluate exactly F (x) and J(x) and store these values
in X. Return F (x), J(x) and η̃i = 0.

4.2 Implementation of the interpolators

From the discussion in the previous chapter, we have decided to implement
scattered data interpolators to infer the current values from the voltages values
stored in the table. Our motivations included: its ability to handle data coming
from online sampling, it is an easy programmable interpolator, it can be easily
extended to higher dimensions without increasing its performance and we have
error bounds for the function F and its Jacobian J .

Implementation of the Shepard method is straightforward from the equation
(3.3). As we mentioned before, we implement this formula with values up to
the first derivative. Problems arise for the computation of the error bounds,
where we need estimates of r, |f |1, and M , defined in (3.4), (3.5), and (3.6)
respectively.

We obtain an approximation of the seminorm (3.5) by computing the max-
imum

|f |1 = max

{
|∂f(x1)− ∂f(x2)|

|x1 − x2| ; x1, x2 ∈ X, x1 6= x2

}
. (4.1)

However, when the table is too large it is unpractical to compute all the possible
combinations of two points, thus we only compute it a few times during the
simulation and keep it constant.

For the values r and M we need a fast procedure to scan the whole table
and compute some distances between points. A similar need arise if we want to
use the modified local Shepard strategy, in which it is necessary to identify the
points in the radius of influence R from a given location. This kind of spatial
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location problems usually are not suitable to be treated with standard search
algorithms like hunt or bisection.

Our solution for this problem was to implement R∗-trees [2], one of the most
popular spatial access methods, which are based on the approximation of an
object (not necessarily a point) by the minimum bounding rectangle (or box),
with sides parallel to the axis of the data space. They also are suitable to handle
data in multiple dimensions, so they fit our purposes of being easily scalable
when dealing with simulation spaces with more than the usual three dimensions.
We present in the appendix the structure of R∗-trees and the methods that are
used to perform a query on them and to insert a new value.

The implementation of the local Shepard formula is implemented identically
as the global version except that it uses (3.7) instead of (3.2) and it due to the
search of local points, the use of a R∗-tree structure is useful.

4.3 The DBSCAN algorithm

To detect the clusters in a table, we use the algorithm DBSCAN. The idea
behind the DBSCAN is to choose arbitrarily a point p in the table X, and
retrieve all its reachable points. If p is a core point, a cluster is obtained with
this method. If p is a border point, no points are reachable from p and DBSCAN
chooses another point in the database. Through the process we mark each entry
with the number of the cluster in which it belongs. The points marked with
the zero cluster are the noise and points marked with the value -1 are not yet
classified.

Algorithm 4.7. dbscan
input: table X with N points; radius ε of neighborhood;

number µ of points in Nε(·).
output: vector cluster with cluster-number for each point.

1. create a vector cluster of length N filled with -1 in every position and set
clusterid = 1

2. for i = 1 to N

if cluster(i) = -1 and expand_cluster (X, i, clusterid, ε, µ)

then clusterid = clusterid + 1

The main routine in dbscan is the expand_cluster which we present now.
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Algorithm 4.8. expand_cluster
input: table X with N points; point p in X; current cluster-number

clusterid; radius ε of neighborhood; number µ of points in Nε(·).
output: vector cluster with cluster-number for each point.

1. retrieve all the points in X that are at a distance less or equal µ from
point as the vector seeds

2. if the number of points in seeds is less than µ

then set cluster(point) = 0 because point is not a core point, and re-
turn 0

otherwise set cluster(seeds) = clusterid and delete point from the list
seeds

while seeds is not empty

(a) set currentp = seeds(1)

(b) retrieve all the points in seeds that are at a distance less or equal
µ from currentp as the vector results

(c) if the number of points in results is more than µ

then set M the number of points in results
for i = 1 to M

resultp = result(i)

if cluster(resultp) = −1

then append resultp to the list seeds

if cluster(resultp)=-1 or cluster(resultp) = 0

then set cluster(resultp) = clusterid

(d) delete currentp from the list seeds

return 1

Our choice of building the table over an R∗-tree structure is appropriate to
perform region queries in steps 1 and 2b. The cluster information of a point
i which has been marked to be in a passive region, i.e., cluster(i) = 0, may
change later if they are reached from some other point of the database. This is
indeed the case of border points, which are not added to the list seeds. If two
clusters are very close to each other, it could be the case that a point belongs
to both of them. This point should then be a border point, because otherwise
both clusters would be marked with the same label. The result of dbscan is
independent of the order in which the points of the database are visited.
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4.4 Postprocessing stage

When the transient analysis is over, we invoke a last algorithm which is meant
to be used as a control process before a new simulation is performed. During
this last step of the table model, the active and passive regions of the simulation
space are detected.

Points detected to be in the passive regions are deleted from the table. On
the other hand, the active regions are populated with more points following a
simple sampling strategy: for each point in the active region, up to two further
evaluations are carried out at a distance ε/2 from the point in all directions
parallel to the axis of the space. Thus, a number m, with 0 ≤ m ≤ 2d, of addi-
tional evaluations per point can be introduced in the table with d dimensions.
The value m is a parameter that can be modified, together with ε and µ from
the dbscan algorithm. The choice of over which axis the additional points are
going to be evaluated, is arbitrarily done for each point.

Algorithm 4.9. postprocessing
input: table X with N points; radius ε of neighborhood;number µ of

points in Nε(·); number m of additional points per dimension.
output: table X

1. invoke dbscan(X, ε, µ) to detect the noise C0 and clusters C1, . . . , Ck in
the table X

2. delete from X the points in C0

3. set direction = 1

4. for i = 1 to k

(a) set r to be the points in Ci

(b) for j = 1 to r

set point the j-th point in Ci

for l = 1 to m

evaluate and add to X the point at distance ε/2 from point on
the axis direction

set direction = (direction + 1) modulus the number of dimen-
sions



CHAPTER 5

Numerical Results

In this chapter we test the ideas that we have presented so far. Our intention
is to determine the reliability of our strategy to create tables in the context
of transient simulation. In these experiments, we give all the attention to the
behavior of the nonlinear solver, which is the stage where the tables interact
with the transient analysis.

Our methodology attempts to decrease the number of function evaluations
by changing them for cheap Shepard interpolations. The four indicators of the
performance of the methodology are:

• Number of function evaluations: we are exchanging the exact eval-
uations for interpolation, at points were we can guarantee a certain level
of accuracy. However, as we have explained in Chapter 2, this could de-
crease the rate of convergence, requiring to increase the number of exact
evaluations.

• Number of linear systems required to be solved: if the rate of
convergence is no longer quadratic, not only more function evaluations
will be needed, but also more linear systems will have to be solved. This
could be a very dangerous consequence of using tables, because it would
not make sense to exchange cheap function evaluations for more linear
systems to be solved.

• Accuracy of the obtained solution: it is important to test that our
methodology will obtain the solutions with a similar level of accuracy as
when simulating without any table involved.

• Simulation time: it could be argued to be the most important indica-
tor of our methodology. If we could observe any speedup of the transient
analysis (without variations in the accuracy of the solution) we could es-
tablish that our methodology has succeeded. Otherwise, the methodology
has little practical value.

37
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In the first set of experiments we exclusively focus on the performance of the
nonlinear solver for arbitrary functions outside the framework of the transient
simulation. For the second set of experiments, we use a simple circuit, the
inverter chain, to test the impact of the table strategy. This is a scalable
circuit, which means that it can grow at any dimension.

For both sets of exercises we analyze the behavior of our methodology when
the tables have not been created, i.e., during the first simulation, and when the
tables have been recycled for further simulation involving nonlinear functions
with unchanged parameters. We always use the inexact Newton method for all
our experiments, which is the most general solver that we have developed.

5.1 Table models in Newton’s method

We have implemented some of the exercises presented in [20], for which the
behavior and the solution have already been established using Newton’s method.
This gives us a solid benchmark that we can use to compare our results.

The three examples that we consider are:

• the function F (x) = tan(x)− x

• the function

F (x) =
(

x2 + y2 − 2
exp(x− 1) + y2 − 2

)

• the solution of the Chandrasekhar H-equation

F (H)(µ) = H(µ)−
(

1− c

2

∫ 1

0

µH(ν)dν

µ + ν

)−1

= 0 with 0 < c < 1.

This equation was introduced by the astrophysicist Subrahmanyan Chan-
drasekhar in 1960 in the context of radiative transfer theory. Approxi-
mating the integral as

∫ 1

0
f(µ)dµ ≈ 1

N

N∑

j=1

f(µj),

where µi = (i − 1/2)/N for 1 ≤ i ≤ N , we obtain the following discrete
function

F (x)i = (x)i −
(

1− c

2N

N∑

j=1

µi(x)j

µi + µj

)−1

.

If we set
Aij =

cµi

2N(µi + µj)
,

we can rapidly evaluate F (x) as

F (x)i = (x)i − (1− (Ax)i)−1
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and its Jacobian as

J(x)ij = δij − Aij

(1− (Ax)i)2

We used the value N = 100 in our experiments.

For the first function, the interval of simulation is [0, 5]; for the second, it
was the rectangle [0, 3]× [0, 2]; and for the third, the box [0, 2]× [0, 2]× [0, 2].

The best case that we should expect is to have tables already populated with
enough points to guarantee that the interpolation is good enough for Newton’s
method. In this case, any deterioration of the convergence could be related to
Shepard’s interpolation method. We test this scenario by constructing off-line
a very fine regular mesh sampling, of 100 point in each dimension.

Our starting point in the analysis is the behavior of the nonlinear residual
through the nonlinear iterations. In Figure 5.1 we present these curves for three
methods: the standard Newton method, without any approximation; the chord
method, in which the evaluation and factorization of the Jacobian are done only
once for J(x0); and for our table methodology.
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Figure 5.1: Comparison of the residual between the Newton, table and chord
methods for the function tan(x)− 2 using a fine initial grid for the table.

When the stagnation for the first iterations is overcome, we find that the
table method is able to reproduce the quadratic convergence. Through the
whole simulation only two exact evaluations of the functions and its derivatives
were performed, precisely at the last couple of iterations. This guaranteed
that the accuracy of the final solution was similar to the Newton method and
confirmed our hypothesis that very precise evaluations could be reserved for the
last nonlinear iterations.
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Nevertheless, the stagnation of the first iterations is a very undesirable phe-
nomenon which can be explained by the influence of inaccurate approximations
of the derivative when using the Armijo rule. Apparently it was difficult for
the table method to get to a region where the effective quadratic convergence
could be obtained.

Unfortunately this phenomenon appeared again for the second function, as
can be seen from Figure 5.2.

0 1 2 3 4 5 6 7 8 9
10

−8

10
−7

10
−6

10
−5

10
−4

10
−3

10
−2

10
−1

10
0

10
1

nonlinear iterations

no
nl

in
ea

r 
re

si
du

al

newton
table
broyden

Figure 5.2: Comparison of the residual between the Newton, table and Broyden
methods for the function (x2 + y2 − 2; exp(x− 1) + y2 − 2) using a fine initial
grid for the table.

In this case we also have to evaluate the function exactly two times, however
it was in the fourth and in the last iterations. Notice that it is precisely in the
fourth iteration when the stagnation is overcome. However, the accuracy of
the solution was similar to the one obtained by Newton’s method, and almost
quadratic convergence was observed.

The H-equation from Chandrasekhar had a very disappointing behavior as
we can see from Figure 5.3. In fact, it took several attempts before we could find
an initial point from which some kind of convergence could be observed. The
long stagnation is followed by a linear convergence. We made the mesh even
finer, but we always obtained a similar result. We observed that the Armijo
rule always used between 6 and 10 iterations before getting an appropriate
step length. In 4 of these Armijo iterations, an exact function evaluation was
required, and also in the last nonlinear iteration.

We now test the three functions in the case that the tables are populated
with only a very coarse mesh. This would usually be the case because, as we
have already mentioned, a very fine table is computationally very expensive.
Thus, we use a grid of 10 points in every dimension for each experiment.
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Figure 5.3: Comparison of the residual between the Newton, table and Broyden
methods for the Chandrasekhar H-equation using a fine initial grid for the table.

In Figure 5.4 we show the behavior of the first function using the Newton
and table methods. Because the required accruacy is not enough in the first
two iterations, it requires exact evaluations of the function and its derivative.
However, the next nonlinear iterations only use the table to infer the value of
the function. The final nonlinear residual is obtained in the same number of
nonlinear iterations, although its residual is slightly higher than the one from
Newton’s method.

Apparently the second point that was exactly evaluated, together with the
initial grid of the table, was enough to compute a sufficiently accurate approx-
imation of both the function and its derivative. The final accuracy was lower
than expected, but still we believe that this is a positive result.

The second function also has an interesting behavior when using a coarse
initial grid for the table. In Figure 5.5 we present its behavior. During the first
three iterations, exact evaluations are required. After this, a linear convergence
is observed, in which all the function and Jacobian values are obtained with the
table. However, an additional exact evaluation is required in the eight iteration.
The ninth iteration uses again the table, and the table method is stagnated at
that point

When we used a coarse initial grid for the H-equation, the exact evaluation
of the function was always required at every nonlinear iteration. Notice that
Newton’s method converges in just three iterations, so it is likely that there
were not enough iterations to allow the interpolations from the table. In this
case, no gain was obtained with our method.

Using these functions, we tested our proposal to use the control stage be-
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Figure 5.4: Comparison of the residual between the Newton and table methods
for the function tan(x)− 2 using a coarse initial grid for the table.

tween simulations in which the passive regions are deleted from the table and
additional points are used to populate active regions. For this purpose, we begin
with a coarse grid in the table, just as we did in the previous set of experiments.

We perform several simulations, in which the initial point is randomly
chosen. Between simulations we apply the control step. We fixed the value
ε = 0.001 and µ = 3 for the first two functions and ε = 0.01 and µ = 4 for
the the third one. To populate the active regions we used 2, 4 and 6 points
respectively, that is, we used the maximum number of additional points.

The function tan(x) − x never had a very different behavior as the one
presented in Figure 5.4. Basically, for such a simple function that is the best
that we could expect.

For the second function we observed a slight improvement after we do the
control stage, by converging in seven iterations instead of eight. However that
behavior remained the same for further simulations with different initial ap-
proximation.

The H-equation changed its behavior in two occasions, as we can see from
Figure 5.6.

After three simulations, one of the exact evaluations were no longer per-
formed and it changed to a Shepard’s interpolation of the table. After five
simulations only one exact iteration was performed and the rest were computed
using the table. This affected considerably the quadratic convergence, however
compare it against Figure 5.3. Clearly there is a benefit from focusing the
simulation points instead of having them in a regular grid.

The size of the table grew a lot in just five simulations, so the parameter
m that we choose perhaps was too high. However, even using an increase of 5
points in the active areas, it was always necessary to evaluate exactly all the
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Figure 5.5: Comparison of the residual between the Newton, table and Broyden
methods for the function (x2 + y2− 2; exp(x− 1)+ y2− 2) using a coarse initial
grid for the table.

functions.
In the following table we present how the table grow due to the control step.

These are the number of additional points in the table besides the ones from the
original grid. The second column refers to the number of points that the table
has after the simulation and the third one shows the number of point after the
controlling stage. Notice that the number of points that were deleted usually
was very low.

simulation after sim. after control
initial 3 14

1 17 112
2 115 805
3 807 5649
4 5650 33894
5 33892 237244

Despite some of the positive results that we found using these nonlinear
functions, none of them were able to speedup effectively the simulation. As
we stated at the beginning of this chapter, although some reduction of the
number of function evaluations could be observed, the number of nonlinear
iterations was always higher than for Newton’s method, thus, there was always
the necessity to solve the additional linear systems. Because the linear systems
were very small, it was not possible to establish exactly how much time was
spent solving linear systems. In particular for the H-equation we observed
that the times grew considerably in the last experiment. Although the R∗-tree
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Figure 5.6: Comparison of the residual between the Newton, and the table
method using the controlling stage after three and five simulations.

structure seemed to be reliable, the size of the table was just too big, and any
query affected considerably the overall response.

For our second set of experiments, we decided to test our ideas on the
inverter chain from Figure 5.7. A full description of this circuit is given in [1].

In Figure 5.8 we present the typical behavior of this circuit and the number
of Newton iterations required for convergence using the table mode presented
in this report. For this experiment we have used R = 2kΩ, C = 0.4pF, and
κ = 2 · 10−4 A/V2. The time step is 0.1 ns and we present the simulation of
the first 50 ns. Notice how the input signal is inverted between even and odd
nodes.

Using the table models we were able to reduce the number of on-line function
evaluations to 3.25% less than the number needed for the direct method. We
populated in the off-line stage using m = 4 and other experiments showed
that higher values did not make any difference. The effect of deleting points
in passive regions was more noticeable than in the previous examples, mainly
because the transistors’ operational regions were clearly identified in clusters.
In Figure 5.9 we show the simulation space as a function of the two controlling
voltages of the transistor and we can notice how the simulation data is clustered
in the two extremes of the elongated loop. Points in the middle usually were
removed using the heuristic of deleting the points.

Nevertheless, we must say that the calibration of the error bound factors
was not an easy task and the behavior of the tables critically depend on these.
Certainly the constants that we used for these experiments are not suitable
for other circuits, and additional work should be done to establish these values
with certainty.

In Figure 5.8 we can observe that several Newton iterations per time step
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where needed for convergence, between 10 and 20 for several time steps. In
contrast, using a direct implementation, usually two or at most three Newton
iterations were needed per time step. This caused that several systems had to
be solved and of course this produced a significant increase in the simulation
times.

The tables were always bounded below 250000 points, and the R∗-tree struc-
ture worked fast, however it was not sufficiently fast to make the whole pro-
cedure more efficient than a direct implementation. Although the accuracy of
the solution was of the same levels as of the direct implementation, the times
were usually between 25-35 times longer for the table model than for the direct
approach.
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CHAPTER 6

Conclusions

In this project, we have developed a methodology for transient analysis that uses
tables with stored information of nonlinear device currents at specific voltage
values. The intention of this methodology is to speed up the transient simulation
of circuits in simulators such as Philip’s PSTAR, by reducing the number of
exact evaluations of the nonlinear functions and its Jacobians. Instead, an easy
interpolation technique is used to infer the required values. Our methodology
is based on three specific tools: Newton’s accuracy, scattered interpolation
methods and cluster analysis .

We have proposed to exploit the varying accuracy that is needed in Newton’s
method to create a table that is populated only with enough points to guarantee
the desired accuracy. This allows a major control of the number of points that
must be introduced in the table, preventing it from being too big, as well as
an effective way to determine whether a specific location should be exactly
evaluated or interpolated.

We have used a local version of the modified Shepard’s method to interpolate
the data from the table. We used theoretical error bounds from this method as
a criteria to decide whether the interpolation was good enough for a particular
Newton iteration or not.

We have introduced an on-line/off-line sampling method to capture the nec-
essary data for the table. In the off-line stage, we populate the table at regions
that were observed to be heavily used in a previous simulation. Information of
regions that were barely used in previous simulations was deleted. The recogni-
tion of the type of regions in a table was carried out with DBSCAN, a density
based cluster analysis tool. The structure of the table was stored in an R∗-tree,
which allows a fast mechanism to perform spatial queries.

From what we have established, none of these tools have been used before
to develop a table model in the context of circuit analysis. In particular, we
believe that the study of Newton’s accuracy could be of benefit for a broader
spectrum of applications, in which the iterative solution of nonlinear system of
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equations could be speeded up by performing evaluation of the function and
the Jacobian with different levels of accuracy. The numerical experiments show
that indeed it is possible to have a converging Newton’s method with different
levels of accuracy. Perhaps some further studies on this line could be of interest.

However, the results for the particular implementation that we have pre-
sented are not particularly encouraging. We believe that our particular choice
of interpolator was not the most appropriate one, and the error bounds were
very difficult to calibrate for practical purposes. We also noticed that we deteri-
orated the convergence ratio of Newton’s process; thus, we were able to reduce
the number of exact function evaluations but we increased the number of linear
systems to be solved. In none of our experiments, neither the general nor the
circuit example, were we able to speed up the simulation. Actually, we were
not even close to perform as fast as a common implementation without tables.

It is important to notice that in our experiments we always worked with
nonlinear functions that were evaluated almost immediately and perhaps we
did not have the most effective implementations of the mentioned algorithms.
We believe that for a deep study of the scope of this kind of methods, it is very
important to know the magnitude of the function (and Jacobian) evaluation
times. After all, the main motivation to follow this particular table-model
methodology was that exact function evaluations were too expensive, which
was not the case in any of our examples. Furthermore, we experimented with
very basic circuits which perhaps were not the most appropriate ones to test
these ideas. We would suggest to develop a set of experiments with more
sophisticated circuits, where it would be possible to clearly determine whether
this methodology could have any positive effect.
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[6] J. Cullum and M. Tůma, Matrix-free preconditioning using partial ma-
trix estimation, Tech. Report 898, Academy of Sciences of the Czech Re-
public, 2004.
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APPENDIX A

The R∗-tree

We propose to use an R∗-tree as the structure of the tables in which we store
the relevant data from the simulation, that is, specific controlling voltages and
its associated current. Recall that one of these tables is used for each type of
nonlinear device found in the simulated circuit.

An R∗-tree is a height-balanced tree that contains in its leaf nodes the
index associated with the objects located in the space and whose locations are
stored in a spatial database, represented by tuples. The index record entries
are of the form (I, key), where key refers to a tuple in the database. I is an n-
dimensional rectangle which is the bounding box of the spatial object indexed,
i.e., I = (I1, . . . , In) where Ij is a closed bounded interval [a, b], corresponding
to the length of the object along dimension j. We consider always that this is
the smallest box possible

Non-leaf nodes of an R∗-tree contain entries of the form (I, child), where
child is the address of a lower node in the R∗-tree and I is a bounding box of
all the rectangles in the lower node’s entries. Again, this bounding box is the
smallest possible.

At each node, leaf or non-leaf but excepting the root, we will allow a maxi-
mum M and a minimum m number of entries, with the condition that m ≤ M/2.
The root has at least two children, unless it is a leaf. From the construction of
the tree, all the leaves appear on the same level.

The height of an R-tree containing N index records is at most | logm N |−1.
Usually, nodes have more than m entries, and this decreases the tree height,
improving storage space.

The three main procedures to be implemented in the R∗-trees are the inser-
tion of new entries, the search of a particular object (for example the points at
a certain distance from another point) and the deletion of one entry. We follow
the notation of [2], in which the rectangle part of an index entry E is denoted
by EI and the key or child part is denoted by Ep. The bounding box of an
entry E is denoted by E�.

53



54 APPENDIX A. THE R∗-TREE

The first algorithm search, given an R∗-tree whose root node is T , finds all
index records whose rectangles overlap a search rectangle S.

Algorithm A.1. search
input: root node T ; rectangle S.
output: list of entries under T that intersect S.

1. if T is not a leaf,

then check each entry E to determine whether EI overlaps S. For all
overlapping entries, invoke search on the tree whose root node is
pointed to by Ep.

otherwise check all entries E to determine whether EI overlaps S. If
so, E is a qualifying record.

To insert a new entry, the new index records are added to the appropriate
leaves; nodes that overflow are split, and splits propagate up the tree. The
algorithm insert adds a new index entry E into an R∗-tree with root T .

Algorithm A.2. insert
input: root node T ; entry E.
output: root node T with E inserted.

1. invoke choose_leaf to select a leaf node L in which to place E.

2. if L has room for another entry

then install E in L

otherwise invoke split to create a new leaf LL and split all the entries
of L between L and LL.

3. invoke adjust_tree on L, also passing LL if a split was performed.

4. if node split propagation caused the root to split

then create a new root whose children are the two resulting nodes.

Now, we will present the algorithms used in Algorithm A.2. We begin with
choose_leaf, which we use to select a leaf node to insert the new index entry
E. The overlap of entry Ek with respect to the other entries E1, . . . , Ep is
defined as

overlap(Ek) =
p∑

i=1,i 6=k

area(Ek� ∩ Ei�), i ≤ k ≤ p
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Algorithm A.3. choose_leaf
input: root node T ; entry E.
output: leaf L in which the E is placed.

1. set L to be the root T

2. if L is not a leaf and its child points to leaves

then choose the entry in L whose rectangle needs least overlap enlarge-
ment to include the new data rectangle. Resolve ties by choosing
the entry whose rectangle needs least area enlargement. If the tie
persist, choose the rectangle with smallest area.

else if L is not a leaf but its child does not point to leaves

then choose the entry in L whose rectangle needs least area en-
largement to include the new data rectangle. Resolve ties by
choosing the rectangle with the smallest area

else return L

3. set L to be the node pointed to by the child of the chosen entry, and go
to (2).

The split algorithm is used on a node L that has overflowed to take some
of the M + 1 entries in L into a new node LL. Which elements are taken
for the new node is a critical step in the R∗-tree methodology because during
this process the structure of the tree should seek to to distribute the spatial
information in bounding boxes that allow a fast retrieval of information. Thus,
several partitions of the entries are evaluated according to a certain rule that
produces the best split. The establishment of this rule has been the focus of
several researches, and for this project we use the rule that has been observed
to yield the best performance.

Briefly, one axis of the space in which the points are located is chosen,
perpendicular to which the split is going to be performed. Then, different
combinations of two groups are tested according to some goodness values and
the best combination is chosen to be the partition.

The goodness values that are used to compare two groups g1 and g2, each
one contained in a bounding box g1� and g2� respectively, are the following (we
denote the sum of the edges of a bounding box as margin):

• area value(g1, g2) = area(g1�) + area(g2�),

• margin value(g1, g2) = margin(g1�) + margin (g2�),

• overlap value(g1, g2) = area(g1� ∩ g2�).
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Algorithm A.4. split
input: leaf L.
output: leafs L and LL with all the entries of original L.

1. for each axis i

(a) sort the entries by the lower value of their rectangles

(b) set Si = 0

(c) for k = 1 to M − 2m + 2

form the group g1 with the first (m− 1) + k entries
form the group g2 with the remaining entries
Si = Si+ margin value(g1, g2)

(d) if the entries have not been sorted by the upper values of their
rectangles

then sort the entries by the upper value of their rectangles and go
to (1c)

2. choose the axis i with the minimum Si as the axis perpendicular to which
the split is performed

3. along the chosen split axis i, choose the distribution g1 and g2 that yields
the minimum overlap value(g1, g2).

resolve ties by choosing the distribution with minimum area value(g1, g2).

4. distribute the entries g1 and g2 into two groups L and LL

We end with the algorithm for adjust_tree to organize the R∗-tree if some
split was performed.

Algorithm A.5. adjust_tree
input: leaf L (and LL if L was split previously).
output: root N of the tree.

1. set N = L (and NN = LL if L was split previously)

2. if N is the root, stop

3. let P be the parent node of N , and let EN be the entry corresponding to
N in P

adjust ENI so that it tightly encloses all entry rectangles in N

4. if N has a partner NN resulting from an earlier split

then create a new entry ENN with ENNp pointing to NN and ENNI
enclosing all rectangles in NN
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if P has room for additional entry

then add ENN to P

otherwise invoke split to produce P and PP containing ENN

and all the entries from P

5. set N = P and set NN = PP if a split occurred

6. go to (2)


