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1 Introduction

To calculate the state of an electrical circuit over a time interval, one models the circuit by a system of
Implicit Differential Equations (IDEs). In Pstar, the circuit simulator of Philips, the task of solving these
IDEs numerically is performed by the so-called transient algorithm.

The differential equations modeling electrical circuits are of the form

I(V ) +
dQ(V (t))

dt
= 0. (1)

For a capacity, I represents the current, V voltage and Q charge, whereas for an inductance, I represents
voltage, V current and Q flux. For the linear case, Q = CV , where C is a constant capacity/inductance
matrix. For non-linear capacities/inductances, Q is a more complex function of V .

Since it often happens that the time scales of the various electrical components greatly vary, the IDEs
impose severe stability demands on the numerical method. In default mode, the transient algorithm
uses the the Backward Differentiation Formulae as underlying method to solve (1). BDFs are reasonably
stable and are relatively cheap in the class of stable integration methods in the sense that they require the
solution of system of non-linear equations of the same dimension as that of the IDE. On the other hand,
as a consequence of Dahlquist’s order barrier, having high order of accuracy and being unconditionally
stable are two properties that cannot be combined by BDFs. Another disadvantage is that a BDF
method of order k is a k-step method; it bases the approximation in a timepoint on the approximations
in the previous k timepoints. Evidently, this complicates the change of stepsizes used by the method.
Moreover, if for some reason the method has to be restarted frequently, e.g. due to discontinuities in
the input signals, then in every restart one has to apply the one-step BDF of first order and ‘to build
up’ the order in the subsequent steps. In the case where some electrical variables are more sensitive to
perturbations then other, i.e. the problem is of higher index, this first order method may even fail to
converge [BCP89].

Implicit Runge–Kutta methods can overcome the disadvantages of BDF, since they do not suffer from
an order barrier and are one-step methods. Moreover, there exist many results on the convergence of
IRKs for higher index problems (see [HLR80]). However, an IRK computes per time step a number of
internal approximations and the dimension of the system of non-linear equations to be solved for an IRK
is the IDE dimension times this number of approximations. For this reason codes based on classical IRKs
have not become very popular.

The introduction of parallel computers may change this situation, because IRKs allow for a splitting
of the work over a number of processors, whereas BDFs do not contain inherent parallelism. In 1993
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the Centre for Mathematics and Computer Science (CWI) in Amsterdam initiated the project ‘Parallel
codes for control engineering and circuit analysis’ to investigate the possibility of making IRKs suitable
for implemtation on parallel computers. One of the deliverables of this project is the code PSIDE, which
stands for Parallel Software for Implicit Differential Equations. It is able to integrate problems of the
general form

g(t, y, y′) = 0 , g, y ∈ Rd,
t0 ≤ t ≤ tend, y(t0) = y0 , y′(t0) = y′

0 .
(2)

and can handle several classes of higher index problems. It is clear that problems of the form (1) fall in the
class of problems defined by (2). PSIDE is based on an IRK, in which each of the internal approximations
can be computed concurrently on more processors. The sequential costs of PSIDE are of the same order
as those of codes based on BDF, whereas PSIDE benefits from the advantages of IRKs over BDFs.

The Dutch technology foundation STW sponsors the project (grant number CWI22.2703) and has
installed a user committee that checks the relevance of the project for Dutch industries twice a year. Ir
J.C.H. van Gerwen represents Philips in the user committee of this project. The scope of the stay of
Jacques de Swart at the ED&T AS group, where Pstar is maintained, is to investigate in co-operation
with Philips the possibility to incorporate PSIDE or its underlying ideas in the transient algorithm of
Pstar.

In this report we first briefly focus on the structure of Pstar and its consequences. Then we describe a
simple variant of the underlying method of PSIDE as candidate for replacing the BDF method. In §4 we
explain how the BDF is implemented in the transient algorithm and §5 discusses several (im)possibilities
how to replace BDF by the method of §3. We draw some conclusions and give some recommendations
in §6.

2 The structure of Pstar and its consequences

The structure of Pstar is hierarchical. This means that given t, y and y′, the function g(t, y, y′) in (2)
is not directly computed but updated every time the electrical circuit is analyzed on a lower level. Most
codes based on implicit integration methods such as BDF and IRK factorize the Jacobians of g with
respect to y and y′. Due to the hierarchical structure Pstar does not factorize these d × d matrices
directly, but blockwise.

The consequence of this structure is that it is not possible to ‘plug’ PSIDE in Pstar entirely. However,
we can descend one algorithmic level and try to replace the BDF method in transient by the underlying
method of PSIDE. A drawback of this approach is caused by the fact that a code for solving IDEs is
much more than just an integration method. A code incorporates many control strategies as well, such as
a stepsize mechanism, convergence criteria, a Jacobian update strategy, etc. These strongly depend on
the integration method, i.e. just like the control strategies in PSIDE are tuned to an IRK method, those
in transient are tuned to BDF. Consequently, replacing the BDF method means that many control
strategies in the transient algorithm will have to be revised.

In order not to enlarge the number of changes further, it seems sensible not to start with a parallel
method as substitute for BDF. Therefore we consider in the next paragraph a variant of the underlying
method of PSIDE that is expected to perform reasonably on a one-processor computer.
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3 A new integration method for transient

The new method is based on the two-stage Radau IIA, which is a third order, L-stable IRK method. The
two internal approximations can be computed from the same factorization, thereby making the costs of
the new method of the same order as those of BDF. For simplicity, we consider instead of (2) the class
of ordinary differential equations

y′ = f(t, y) , y, f ∈ Rd,
t0 ≤ t ≤ tend, y(t0) = y0 .

(3)

For this class, the computational scheme for the new method to perform one integration step reads

qn = yn−1 + 1
3hfy

yn = yn−1 + hfy

compute LU = I − 1
6

√
6hJ

until convergence do

fq = f(tn−1 + 1
3h, qn)

fy = f(tn, yn)
∆q = (LU)−1

(

yn−1 − qn + 5
12hfq − 1

12hfy

)

∆y = (LU)−1
(

(4
√

6 − 8)∆q + yn−1 − yn + 3
4hfq + 1

4hfy

)

qn = qn + ∆q

yn = yn + (8 − 4
√

6)∆q + ∆y
end

(4)

where J is the Jacobian of f evaluated in yn−1 and I is the d × d identity matrix.. The order of the
approximations qn and yn is two and three, respectively. From the scheme we see that it needs only one
LU-factorization of dimension d per time step and two evaluations of the function f per iteration. A
derivation of this method is given in [Swa97].

4 The implementation of BDF in transient

The back information for BDF in transient is stored in terms of Nordsieck vectors as introduced by
Gear, thus allowing an elegant change of stepsize. We first describe and explain this Nordsiek form for a
general Linear Multistep (LM) method, followed by an illustration of this procedure for a concrete LM
method, the second order BDF. Most of this section is based on [Wei90] and [Wie93].

4.1 Linear Multistep methods

For simplicity, we assume constant stepsizes. The approximation yn+1 for the unkown value y in t = tn+1

is defined by the system of non-linear equations

y′

n+1 = laplace var yn+1 + int value, (5)

where y′

n+1 = f(tn+1, yn+1) and

int value = [Zpred
n+1 ]1/h − a0[Z

pred
n+1 ]0, (6)

laplace var = a0 = metpar[p][1]/h.
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We define the Nordsieck vector Zn = ([Zn]T0 , . . . , [Zn]Tp )T by

[Zn]j := 1
j!h

jy
(j)
n ,

where p is the order of the LM method. Notice that Zn contains the coefficients of the Taylor polynomial
of y(t) around tn of order p; if we denote this polynomial by Tn(t) and transform t to r := (t − tn)/h,
then

Tn(t) =

p
∑

j=0

1

j!
(t − tn)y(j)

n = Tn(r) =

p
∑

j=0

[Zn]jr
j . (7)

The predicted Nordsieck vector Zpred
n+1 contains coeffients of the same Taylor polynomial but now ‘taylored’

around tn+1. Thus

Tn(t) = Tn(r) =

p
∑

j=0

[Zpred
n+1 ]j(r − 1)j . (8)

Using Newton’s binomium we derive

Tn(r) =

p
∑

j=0

[Zn]j(1 + r − 1)j

=

p
∑

j=0

[Zn]j

j
∑

i=0

(

j
i

)

(r − 1)j

=

p
∑

j=0

p
∑

i=j

(

j
i

)

[Zn]j(r − 1)j . (9)

Consequently,
Zpred

n+1 = PZn+1, (10)

where P is the so-called Pascal matrix defined by

P :=











I I I · · · I
0 I 2I · · · pI
...

...
...

...
0 0 0 · · · I











.

After computing Zpred
n+1 from (10), transient computes int value from (6) and solves yn+1 from (5)

using a modified Newton process. Since [Zpred
n+1 ]0 = Tn(tn+1), the value [Zpred

n+1 ]0 is a natural predictor for
the Newton process, thereby clarifying the name predicted Nordsieck vector. Once the Newton process
has found the approximation yn+1, this value is stored in [Zn+1]0.

Next we explain how transient computes the other components of the vector Zn+1. We write a
k-step LM method in the form

k
∑

j=0

αjyn+1−j =

k
∑

j=0

βjy
′

n+1−j , (11)

where αj and βj are the parameters that uniquely define the LM. We require α0 = 1 and consider implicit
LM methods, i.e. β0 6= 0 (otherwise we would not need to solve yn+1 from a non-linear system at all).
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If the order of the LM is p then p parameters in the set {α1, α2, . . . , αk, β1, β2, . . . , βk} are non-zero. We
introduce the polynomial Q(r) as the difference between two subsequent Taylor polynomials:

Q(t) = Q(r) = Tn+1(r) − Tn(r) =

p
∑

j=0

([Zn+1]j − [Zn]j)r
j

From the LM order conditions it follows that the following p conditions hold:

Q(−j) = 0 if αj 6= 0,
Q′(−j) = 0 if βj 6= 0,

}

j = 1, . . . , k, (12)

which means that the unknowns [Zn+1]1, . . . , [Zn+1]p can be expressend in terms of [Zn+1]0 and Zpred
n+1 .

These conditions can be rewritten as

[Zn+1]j = [Zpred
n+1 ]j + metpar[p][j]([Zn+1]0 − [Zpred

n+1 ]0). (13)

where the metpar[p][j] are uniquely defined by the LM method. (For variable stepsizes, metpar would
depend on the last k stepsizes as well.)

In the next paragraph we will illustrate for a particular LM method that the formulas for Zpred
n+1 and

metpar[p][j] together with (5) are indeed identical with formulation (11).

4.2 Example: second order BDF

We use the shorthand notation γj for [Zn+1]j − [Zpred
n+1 ]j . The second order BDF is defined by

1
3yn−1 − 4

3yn + yn+1 = 2
3hy′

n+1. (14)

The conditions (12) reduce to

{

Q(−1) = γ2 − γ1 + γ0 = 0
Q(−2) = 4γ2 − 2γ1 + γ0 = 0

⇒
{

2γ1 = 3γ0

2γ2 = γ0
⇒

{

metpar[2][1] = 2
3

metpar[2][2] = 1
2

.

Thus (5) takes the form

y′

n+1 = (3
2yn+1 + [Zn]1 + 2[Zn]2 − 3

2 ([Zn]0 + [Zn]1 + [Zn]2))/h

= (3
2yn+1 − 3

2yn − 1
2 [Zn]1 + 1

2 [Zn]2)/h (15)

To write 1
2 (−[Zn]1 + [Zn]2) in terms of yn+1−j, j = 0, . . . , k, we remark that from the definition of Tn(r)

we have that Tn(−1) = [Zn]2 − [Zn]1 + yn. On the other hand, from the BDF order conditions it follows
that Tn(−1) = yn−1. Consequently,

−[Zn]1 + [Zn]2 = yn−1 − yn.

Substituting this result in (15) we obtain

y′

n+1 = (3
2yn+1 − 2yn + 1

2yn−1)/h

It is easily checked that this formula is identical with (14).
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5 How to implement the new method?

In transient, the routine SLR single anal performs the Newton process to solve (5). It would be nice
if we could implement the new method using SLR single anal as black box routine.

As first approach we try to write the two-stage Radau IIA method, which is defined by

q′n+1 = (− 12
5 yn + 12

5 qn+1 + 1
5hy′

n+1)/h, (16)

y′

n+1 = (−4yn + 4yn+1 − 3q′n+1)/h, (17)

in the form (5). From (16)–(17) we see that qn+1 and yn+1 are coupled, so that the only possible way to
arrive at the form (5) is to ‘stack’ qn+1 and yn+1 in one vector of dimension 2d. Since this would need
adaptation of all the data structures in transient, this does not seem a viable approach.

Although qn+1 and yn+1 are coupled in the original Radau IIA method, they are not in (4). A possible
way of implementing this scheme using SLR single anal is to force this routine to conduct only 1 Newton
iteration and to call SLR single anal twice every iteration; once for qn+1 and once for yn+1. Since it
is possible to instruct SLR single anal not to refactorize the iteration matrix, this approach still needs
only one LU-decomposition per time step. However, we have to rewrite the right-hand sides of the linear
equations for ∆q and ∆y in terms of Nordsieck vectors. The first difficulty is to determine the length of
the Nordsieck vectors, since the order of qn and yn differ. One could identify qn and yn with separate
Taylor polynomials and introduce two Nordsieck vectors of different lengths, but then the problem arises
how to update the Nordsieck vectors. This is not possible in a similar way as for the LM case, because
there is too little ‘overlap’ in the Taylor polynomials of y(t) around tn and tn + 1

3h. We conclude that
this does not seem the right way to go either.

From this discussion it becomes clear that we have to abandon the Nordsieck representation. This
seems also more natural because the Nordsieck vectors were used to facilitate the change of stepsizes.
For one-step methods such a change is trivial.

The next attempt is to descend another algorithmic level and rewrite the routine SLR single anal

such that it performs (4). In general the modified Newton process for solving yn+1 from (5) takes the
form

for k = 0, 1, 2, . . .

solve(J − laplace var I)(y
(k+1)
n+1 − y

(k)
n+1) = −y′(k)

n+1 + laplace var y
(k)
n+1 + int value

end

A careful study of the source code of and [Mat97] learned that SLR single anal implements this proce-
dure as

for k = 0, 1, 2, . . .

solve(J − laplace var I)y
(k+1)
n+1 = −y′(k)

n+1 + Jy
(k)
n+1 + int value

end
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where

J − laplace var I is in p model->matrix info->p matrix[1:d][1:d],
d is in p model->matrix info->n vars,

laplace var is in p slr cb->laplace var,

y
(k)
n+1 is in p model->var info->p actual,

int value is in p tr info->int value,

−y′(k)
n+1 + Jy

(k)
n+1 + int value is in p model->matrix info->p matrix[1:d][d + 1]

for the full matrix case, and in
p model->matrix info->p rhs for the sparse matrix case.

This scheme still resembles (4) in the sense that by changing the value of laplace var we have the right

matrix plus its LU-factorization. However, we still need, a.o., y′(k)
n+1. This value is not directly available,

but can be computed by

• computing j by adding laplace var I to p matrix[1:d][1:d],

• computing Jy
(k)
n+1 using the previous result and p actual,

• subtracting the previous result and int value from p matrix[1:d][d + 1] (or p rhs).

Several days were spent to program this recipe, but it turned out that it required so many changes that
it did not fit in the period of the stay. Besides, the result of all these changes would at best be that the
new method could solve the differential equations correctly, but at a much larger cost due to the overhead
for computing derivative values.

6 Conclusions and recommendations

We conclude that Runge–Kutta methods may be an attractive substitute for the BDF method in the
transient algorithm of Pstar, but it is difficult to implement such a method in the current transient,
since it is not possible to represent these methods in terms of Nordsieck vectors. A Nordsieck-free
implementation needs the derivative values y′

n, which can only be obtained indirectly at large overhead
costs.

To enable the testing of the RK-like methods in Pstar, we recommend that transient is adapted such
that derivative values become explicitly available at low cost. Another advantage of such a change is that
the convergence of the Newton process could possibly be better monitored [Mat97]. One might drop the
Nordsieck representation in transient altogether, because nowadays there are algorithms available that
allow an easy change in stepsizes for linear multistep methods without Nordsieck vectors. Illustrative
is that the popular BDF-based codes DASSL [Pet91] and VODE [BHB92] do not use Nordsieck vectors
anymore. Besides, the source code of a Nordsieck-free implementation is more readable. However, it is a
quite fundamental change in transient which requires a lot of device-specific knowledge and lies outside
the scope of the stay reported here.
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